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A B S T R A C T
Clothing-Changing Person Re-Identification is the task of identifying individuals across images
despite changes in their clothing. Recent studies have minimized the impact of changing outfits by
excluding clothing information, but these approaches overlook the discriminative identity-clothing
combined features. To address these limitations, we propose a novel approach, the Contrastive Feature
Mix Model, which leverages both identity and identity-dependent clothing features, meticulously
mixing them to learn representations robust to diverse clothing changes. First, we introduce an
early-shared and later-branched structure that effectively extracts not only identity features but also
particularly identity-discriminative clothing features based on the shared common representation.
Second, the Feature Mix Module, consisting of positive mix, negative mix, and identical mix
representations, is proposed to expose the model to diverse and confusion-prone combinations of
identity and clothing features, enabling it to reduce similarity distances for the same identity while
enlarging them for different identities. Third, the Contrastive Mix Loss is carefully designed to perform
targeted pull and push operations among the proposed mixed representations, ensuring robustness to
clothing variations. We evaluate the mAP and Rank-1 performance of our Contrastive Feature Mix
Model, which combines identity and clothing features, against various existing methods on the PRCC
and LTCC datasets. Experimental results show that our model surpasses the current state-of-the-art
approaches.

1. Introduction
Person re-identification (Re-ID) involves matching a

specific individual across multiple images captured at dif-
ferent locations and times, and is applied in CCTV-based
intelligent video surveillance systems. The general person
re-identification task is already quite challenging due to
various factors such as background changes from different
locations and times, as well as variations in posture caused
by differences in camera angles and perspectives [30, 16,
12, 5, 7, 18, 28]. In real-world scenarios, the difficulty
increases further when clothing changes occur over extended
periods, which results in significant visual differences that
make re-identification even more challenging. This clothing-
changing person re-identification (CC Re-ID) requires the
model to focus on identity-consistent cues rather than unsta-
ble outfit information.

Existing approaches for the CC Re-ID problem primarily
focus on minimizing the influence of clothing information
to prevent confusion caused by outfit changes [21, 22, 4, 26,
13, 15, 19, 20]. However, although these approaches have
achieved notable performance improvements, they remain
limited in their ability to capture the crucial stylistic infor-
mation conveyed through an individual’s clothing.

To address the aforementioned issues, we propose a Con-
trastive Feature Mix Model that effectively utilizes the given
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two basic features. Rather than excluding clothing features, it
adopts a method that extracts identity and clothing features
in a separated manner and meticulously combines them to
effectively learn challenging CC Re-ID cases, as illustrated
in Fig. 1.

Specifically, we first use parameter sharing in the early
layers to extract common features of identity and clothing,
while the later layers adopt a branched structure with two
streams for separate extraction. Each branch is trained with
either identity or clothing labels to extract specific features.
In particular, the clothing branch is not a simple early-
separated design as explored in some prior studies; instead,
it shares the network with the identity branch up to the mid-
level layers. This allows the clothing branch to inherit mixed
identity–clothing representations, enabling subsequent lay-
ers to learn more identity-discrimitive clothing features.
Second, we propose a Feature Mix Module that combines
two types of features produced by the branched architecture,
as illustrated in Fig. 1. The module includes three forms
of feature mixtures: Positive Mix (from different samples
of the same identity), Negative Mix (from different identi-
ties), and Identical Mix (from same sample). By training on
these mixed representations, the model is exposed to diverse
and confusion-prone combinations of identity and clothing
features. This helps reduce similarity distances for samples
of the same identity while enlarging them for different
identities, thereby improving robustness and discrimination
capability. Third, we carefully design the Contrastive Mix
Loss, which applies a targeted pull-and-push operation to
the mixed representations using both identity and clothing
labels. It improves the identity distinctiveness of clothing
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Figure 1: Overview of the proposed feature-level mix module.
It integrates identity and clothing features through meticu-
lously designed Positive Mix and Negative Mix operations,
leveraging a push-pull mechanism to extract discriminative
identity-clothing combined features for enhanced robustness
in clothing-changing re-identification.

features and enables robust identity discrimination under
various visual variations.

In summary, the proposed solution makes the following
contributions:

• Shared–Specific Branched Architecture: We intro-
duce an early-shared and later-branched structure that
extracts common features of identity and clothing in
the early layers and splits into two streams in the later
layers for separate extraction. The clothing branch
shares mid-level layers with the identity branch, inher-
iting mixed identity–clothing representations, which
enables the subsequent layers to learn more identity-
discriminative clothing features while maintaining pa-
rameter efficiency.

• Feature Mix Module: A module that generates Pos-
itive Mix, Negative Mix, and Identical Mix repre-
sentations from the branched features, exposing the
model to diverse and confusion-prone combinations
of identity and clothing features. Training with these
mixed features helps reduce similarity distances for
samples of the same identity while enlarging distances
for different identities, thereby enhancing robustness
and discriminability.

• Contrastive Mix Loss: A loss function specifically
designed to leverage the mixed representations, en-
forcing targeted pull–push constraints to improve
identity discriminability of clothing features and reg-
ularize the network for robust inference.

• Experimental Validation: We validate the effective-
ness of the proposed model on standard CC Re-ID
benchmarks (PRCC and LTCC), achieving competi-
tive performance compared to state-of-the-art meth-
ods.

2. Related work
2.1. Clothing-Invariant Representation Learning

for CC Re-ID
Most clothing-changing person Re-Identification (CC

Re-ID) methods focus on suppressing outfit-dependent cues
and learning clothing-invariant representations. For instance,
CAL [4] employs adversarial learning to suppress clothing-
induced variations that lead to inconsistent representations
of the same person. AIM [26] designs an Auto-Intervention
Model that mitigates clothing bias by performing knowledge
transfer using a causality graph. AFL [15] proposes a univer-
sal learning framework that models identity–clothing asso-
ciations and explicitly forgets clothing-specific cues, thereby
encouraging clothing-invariant representations. However,
although these approaches have achieved notable perfor-
mance improvements, they remain limited in their ability
to capture the crucial stylistic information conveyed through
an individual’s clothing.
2.2. Auxiliary-Information-Based Methods

On the other hand, methods that utilize an auxiliary
model have been proposed to incorporate additional in-
formation unrelated to clothing, such as gait recognition
approaches [1, 29, 11], contour sketches [25], 3D shapes
[2, 14], parsing estimates [3, 23], and poses [17, 9, 10].
In particular, LIFTCAP [23] employs parsing-guided fea-
ture extraction to disentangle identity-related signals from
outfit-dependent textures by reweighting or isolating se-
mantically consistent body regions, thereby encouraging
clothing-agnostic representations. On the pose/shape side,
CVSL [17] exploits structural cues from body geometry and
viewpoint to learn clothing-robust embeddings, enforcing
consistency across camera viewpoints and outfit changes.

However, these approaches require additional compu-
tational resources comparable to the main re-identification
backbone, yet fail to achieve the expected performance im-
provement. Moreover, they include a large amount of in-
formation not directly related to identity, making effective
learning challenging. In contrast, we propose an auxiliary-
free, RGB-only model that combines identity information
with crucial information present in clothing features.

3. Methodology
The architecture of the Contrastive Feature Mix Model

for clothing-changing Person re-identification, which inte-
grates identity (ID) and clothing (CL) features, is illustrated
in Fig. 2. We adopt a shared-and-branched backbone to
extract ID and CL features respectively. After Generalized
Mean (GeM) Pooling, ID and CL feature vectors are ex-
tracted and mixed along the channel dimension, resulting in
three distinct mix types - Positive Mix, Negative Mix, and
Identical Mix - as shown in the middle of Fig. 2. The mixed
features are then learned using ID Loss, and the Contrastive
Mix Loss (CML) for re-identification. After training, only
the identical mixed representation is used for prediction
during testing.
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Figure 2: The overall architecture of the proposed model, referred to as the Contrastive Feature Mix Model, consists of five main
components: an ID Feature Extractor, a Clothing Feature Extractor, a Feature Mix Module, an ID Loss, and a Contrastive Mix
Loss. The backbone network shares the first to third stages, while the fourth stage is split into two branches that are independently
trained using ID and clothing labels. The features extracted from each branch are processed through the Feature Mix Module
and optimized with two loss functions. The final representation used for prediction is the Identical Mix Representation.

3.1. Separated extraction of identity and clothing
features

To effectively extract not only ID features but also iden-
tity discriminative CL features that are closely related to
the style of the worn outfit and person-specific clothing
characteristics, we use a branched ResNet50 [6] backbone,
as shown on the left of Fig. 2, that extracts ID and CL
features independently. Stages 1–3 share parameters and
learn features common to identity and clothing. At Stage 4,
the backbone branches into identity and clothing branches,
supervised by ID labels and clothing labels, respectively.

𝑅ID
𝑖 = 𝜓ID(Φ(𝑥𝑖)), (1)

𝑅CL
𝑖 = 𝜓CL(Φ(𝑥𝑖)). (2)

where 𝑥𝑖 is the input image of the 𝑖-th sample, Φ(⋅) denotes
the shared ResNet50 backbone (Stages 1–3), 𝜓ID(⋅) and
𝜓CL(⋅) are the Stage 4 identity and clothing branches, re-
spectively, each followed by a global pooling layer (GeM) to
produce 𝐶-dimensional embeddings. The two embeddings,
𝑅ID
𝑖 , 𝑅

CL
𝑖 ∈ ℝ𝐶 , are then fed to the Feature Mix module to

form the final representation.
3.2. Feature-level ID-Clothing Mix

To enhance robustness against clothing changes in re-
identification, we introduce a new Feature Mix Module that
innovatively and meticulously integrates the aforementioned
ID and CL features. Importantly, this module focuses on
mixing the most easily confused feature combinations to
maximize discriminative learning. Before mixing features,
we apply 𝓁2 normalization to the ID and CL features so that
they are on a comparable scale and contribute equally during
mixing:

𝑅ID
𝑖 =

𝑅ID
𝑖

‖𝑅ID
𝑖 ‖2

, 𝑅CL
𝑖 =

𝑅CL
𝑖

‖𝑅CL
𝑖 ‖2

. (3)

The process illustrated in the middle of Fig. 2 is detailed
as follows.

First, Positive Mix 1, which mixes the original ID Fea-
ture with the CL feature from a different sample of the same
identity as shown in Eq. (4), emphasizes the extraction of
discriminative CL features that are tied to that particular
identity. Conversely, Positive Mix 2, which mixes the origi-
nal CL feature with the ID feature from a different sample
of the same identity as shown in Eq. (5), enhances the
extraction of discriminative identity features.

Second, Negative Mix 1, which mixes the original ID
feature with the clothing feature from a different identity as
shown in Eq. (6), encourages the model to extract discrimi-
native CL features that are truly identity-specific, ensuring
that the CL features used are unique to the person. Con-
versely, Negative Mix 2, which mixes the original CL feature
with the ID feature from a different person as shown in Eq.
(7), forces the model to learn robust identity representations
that are invariant to irrelevant CL features. Essentially, it
helps the model ignore misleading clothing information.

𝑅PM1
𝑖 =

(

𝑅ID
𝑖 ‖𝑅CL

𝑗
)

, where 𝑦ID
𝑗 = 𝑦ID

𝑖 , 𝑗 ≠ 𝑖, (4)
𝑅PM2
𝑖 =

(

𝑅ID
𝑗 ‖𝑅CL

𝑖
)

, where 𝑦ID
𝑗 = 𝑦ID

𝑖 , 𝑗 ≠ 𝑖, (5)
𝑅NM1
𝑖 =

(

𝑅ID
𝑖 ‖𝑅CL

𝑗
)

, where 𝑦ID
𝑗 ≠ 𝑦ID

𝑖 , (6)
𝑅NM2
𝑖 =

(

𝑅ID
𝑗 ‖𝑅CL

𝑖
)

, where 𝑦ID
𝑗 ≠ 𝑦ID

𝑖 . (7)

where 𝑖 and 𝑗 denote the sample indices, 𝑅𝑃𝑀1
𝑖 ,𝑅𝑃𝑀2

𝑖 are
Positive Mixed Representations,𝑅𝑁𝑀1

𝑖 ,𝑅𝑁𝑀2
𝑖 are Negative
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Mixed Representations. 𝑦𝐼𝐷𝑖 and 𝑦𝐼𝐷𝑗 are the ID labels for the
𝑖 − 𝑡ℎ and 𝑗 − 𝑡ℎ samples, ‖ represents concatenation.

Third, Identical Mix, which involves mixing the same
sample as represented by Eq. (8), is learned via a push-pull
mechanism derived from Positive Mix and Negative Mix,
and it is used as the representation for the final prediction.

𝑅IM
𝑖 =

(

𝑅ID
𝑖 ‖𝑅CL

𝑗
)

, where 𝑦ID
𝑗 = 𝑦ID

𝑖 and 𝑗 = 𝑖. (8)
3.3. Contrastive Mix Loss

The proposed Contrastive Mix Loss (CML) constructs
a similarity matrix by using the Identical Mixes (IMs),
Positive Mixes 1 (PM1s), and Positive Mixes 2 (PM2s) as an-
chors, and comparing them against all mixed representations
within the batch—including IMs, PM1s, PM2s, Negative
Mixes 1 (NM1s), and Negative Mixes 2 (NM2s)—with 32
instances of each type. Based on identity label correspon-
dence and feature similarity, CML performs pull and push
operations to optimize representation learning.

Pull operations are applied between any pair of identical
or positive mixes (e.g., IM–IM, PM–PM, IM–PM) when
their identity labels match, which reinforces robust identity-
discriminative features, accommodates clothing variations,
and ensures consistency across the same identities. Con-
versely, when identity labels differ, push operations are
applied, specifically between identical or positive mixes
and all negative mixes (e.g., IM–NM, PM–NM), to prevent
over-reliance on either ID or CL features and to mitigate
corresponding biases.

In particular, when mixed representations share the same
ID feature, they are pulled if their CL features come from the
same ID label, and pushed if their CL features come from
different ID labels. This encourages CL features to become
identity-discriminative. The CML is defined in Eq. (9).

CM =
𝑁
∑

𝑖=1

∑

𝑠

[

max
𝑃∈(𝑖)

𝑑
(

𝑅𝑠𝑖 , 𝑃
)

− min
𝑁∈ (𝑖)

𝑑
(

𝑅𝑠𝑖 , 𝑁
)

+ 𝑚
]

+

(9)
where 𝑁 denotes the batch size, 𝑠 ∈ {IM,PM1,PM2}
indexes the type of mixed representation, and 𝑅𝑠𝑖 is the
mixed feature of the 𝑖-th sample used as an anchor that is
pulled toward positives 𝑃 ∈ (𝑖) and pushed away from
negatives 𝑁 ∈  (𝑖). Here, the positive set is defined as
(𝑖) = {𝑅𝑡𝑗 ∣ 𝑦

ID
𝑗 = 𝑦ID𝑖 , 𝑗 ≠ 𝑖, 𝑡 ∈ {IM,PM1,PM2}}, and

the negative set is defined as  (𝑖) = {𝑅𝑡𝑘 ∣ 𝑦ID𝑘 ≠ 𝑦ID𝑖 , 𝑡 ∈
{IM,PM1,PM2}} ∪ {𝑅NM

𝑙 ∣ 1 ≤ 𝑙 ≤ 𝑀}. 𝑑(⋅, ⋅) denotes
the Euclidean distance, and 𝑚 is a margin. [⋅]+ = max(⋅, 0)
is the hinge function.
3.4. ID Loss and Total Training Loss

The Identity (ID) Loss function trains identical mixes
and positive mixes with the same ID label, as they do not
contain information from different IDs. Since it is assumed
that clothing information possesses ID-discriminative char-
acteristics, negative mixes are excluded from the training

process, even if they include identical ID feature maps. The
ID loss is given in Eq. (10):

𝐿𝐼𝐷 = −
𝑁
∑

𝑖=1

∑

𝑡
𝑦𝐼𝐷𝑖 ⋅log

(

𝑓 (𝑅𝑡𝑖)
)

, 𝑡 ∈ {𝐼𝑀, 𝑃𝑀1, 𝑃𝑀2}.

(10)
where 𝑁 is the batch size, and 𝑓 (⋅) denotes the classifier
output with softmax activation.

The overall training loss is defined in Eq. (13) and
consists of the identity branch loss in Eq. (11), clothing
branch loss in Eq. (12), ID loss in Eq. (10), and Contrastive
Mix loss in Eq. (9). The identity and clothing branch losses
are trained with cross-entropy loss and triplet loss [8], using
identity and clothing labels, respectively.

𝐿ID
Re-ID = 𝐿ID

CE + 𝐿ID
Tri, (11)

𝐿CL
Re-ID = 𝐿CL

CE + 𝐿CL
Tri , (12)

𝐿total = 𝐿ID
Re-ID + 𝐿CL

Re-ID + 𝐿ID + 𝐿CM. (13)
where 𝐿𝐼𝐷𝐶𝐸 and 𝐿𝐶𝐿𝐶𝐸 denote the cross-entropy loss using
identity and clothing labels, respectively, and 𝐿𝐼𝐷𝑇 𝑟𝑖 and 𝐿𝐶𝐿𝑇 𝑟𝑖denote the triplet loss computed with identity and clothing
labels, respectively.

4. EXPERIMENTS
4.1. Dataset, Evaluation Metrics and

Implementation
We evaluate the proposed method on PRCC and LTCC,

two widely used benchmarks for Clothing-Changing Person
Re-Identification (CC Re-ID). PRCC includes 221 identities
with two outfits captured by three camera views, and LTCC
contains 152 identities with 2–14 outfits. Both datasets pro-
vide clothing labels to distinguish outfits. We adopt three
evaluation modes: CC, where only cross-outfit matches are
evaluated; SC, where only same-outfit matches are evalu-
ated; and General, where both are evaluated. We report CC
and SC on PRCC, and CC and General on LTCC. Results
are reported using CMC (Rank-1) and mAP.

We adopt ResNet50 pre-trained on ImageNet as the
backbone network. To extract identity and clothing features
separately, stages 1 to 3 are shared, while two identical stage
4 modules are employed. The model is trained for a total
of 80 epochs, with the learning rate reduced by a factor of
10 at epochs 30 and 60. The Adam optimizer is utilized
for training, with the learning rate and weight decay set to
3.5 × 10−4 and 5.0 × 10−4, respectively. The mini-batch size
is set to 32, consisting of 8 identities with 4 samples each,
regardless of whether clothing changes are present among
the samples. The 𝑚𝑎𝑟𝑔𝑖𝑛 values for 𝐿𝐼𝐷𝑇 𝑟𝑖, 𝐿𝐶𝐿𝑇 𝑟𝑖, and 𝐿𝐶𝑀were set to 0.3. All experiments used a single NVIDIA RTX
3090 GPU.
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Table 1
Comparisons with state-of-the-art methods on PRCC and LTCC. Evaluation is performed with RANK-1 ACCURACY (%) AND
mAP (%). The best and second-best results are highlighted in red and blue, respectively. The table is split into two blocks:
methods that use additional modalities beyond RGB (e.g., gait, human parsing, pose) and methods that rely only on RGB
images.

Method Reference
PRCC LTCC

CC SC CC General

R-1 mAP R-1 mAP R-1 mAP R-1 mAP

Use Additional Modalities

3DSL[2] CVPR’21 51.3 – – – 31.2 14.8 – –
LIFTCAP[23] TVT’24 54.3 55.6 100 99.8 37.0 17.9 74.6 39.7
FSAM [9] CVPR’21 54.5 – 98.8 – 38.5 16.2 73.2 35.4
3DInvarReID[14] ICCV’23 56.5 57.2 – – 40.9 18.9 – –
CVSL[17] WACV’24 57.5 56.9 97.5 99.1 44.5 21.3 76.4 41.9

Use RGB Modality Only

GI-ReID[11] CVPR’22 33.3 – 86.0 – 23.7 10.4 63.2 29.4
CAL[4] CVPR’22 55.2 55.8 100 99.8 40.1 18.0 74.2 40.8
RFFR-Net[24] IF’25 56.6 57.5 100 99.9 41.4 19.8 76.0 41.4
CMIED-Net[27] JVCIR’25 – – – – 41.9 18.0 77.7 39.7
DCR[3] TCSVT’23 57.2 57.4 100 99.7 41.1 20.4 76.1 42.3
AFL[15] TMM’23 57.4 56.5 100 99.7 42.1 18.4 74.4 39.1
MCSCL[10] TIP’24 57.8 57.3 99.8 99.1 42.2 19.4 73.9 40.2
AIM [26] CVPR’23 57.9 58.3 100 99.9 40.6 19.1 76.3 41.1

Ours – 58.3 59.4 100 99.9 43.9 20.8 78.7 43.0

4.2. Comparison with State-of-the-Art Methods
Table 1 compares our method with state-of-the-art ap-

proaches on the PRCC and LTCC datasets. On PRCC, our
method sets a new state of the art on the clothing-change
mode (58.3% R-1 / 59.4% mAP) and matches the best
results on same-clothes mode (100% / 99.9%). On LTCC,
we achieve the best results on the General protocol (78.7%
/ 43.0%), and rank second overall on clothing-change mode
(43.9% / 20.8%), while being first among RGB-only meth-
ods.
4.3. Ablation Study

In this section, we conduct an ablation study to evalu-
ate the contribution of each component in the Contrastive
Feature Mix Model. All experiments were carried out in the
clothing-change (CC) mode of the LTCC dataset, and the
corresponding results are summarized in Table 2. Index 1
represents the baseline model using ResNet50. As shown in
Index 2, adding the Clothing Branch and ID Loss improves
the Rank-1 accuracy by 4.6% and the mAP by 1.1%, indi-
cating that incorporating clothing information contributes
valuable features for re-identification. Index 3, 4 and 5
present the results of incorporating the Contrastive Mix
Loss. Specifically, Indexes 3 and 4 show the effects of adding
only Positive Mix and Negative Mix, respectively. Positive
Mix improves the Rank-1 accuracy by 2.3% and the mAP by
1.4%, while Negative Mix increases it by 2.5% and the mAP
by 2.6%. These results demonstrate that both Positive Mix
and Negative Mix effectively capture identity-discriminative

Table 2
Performance comparison of each component of our
model—Clothes Branch, ID Loss, and Contrastive Mix
Loss (Positive Mix, Negative Mix)—evaluated on CC mode of
the LTCC dataset.

Index Clothes
Branch

ID
Loss

Contrastive Mix Loss R-1 mAP
Positive

Mix
Negative

Mix

1 36.0 16.7
2 ✓ ✓ 40.6 17.8
3 ✓ ✓ ✓ 42.9 19.2
4 ✓ ✓ ✓ 43.1 20.4

5 (Ours) ✓ ✓ ✓ ✓ 43.9 20.8

clothing information. Ultimately, when all proposed compo-
nents are incorporated at Index 5, our model demonstrates
significant performance gains, achieving a Rank-1 accuracy
of 43.9% and an mAP of 20.8%, which correspond to im-
provements of 7.9% and 4.1%, respectively.
4.4. Visualization

Fig. 3 presents a retrieval comparison on LTCC (clothing-
changing setting). For each query image (left), we show the
top-5 gallery results (R-1–R-5) returned by AIM (middle)
and Ours (right); correct matches are outlined in green
and incorrect ones in red. Our method retrieves more true
matches and ranks them higher under large outfit, viewpoint,
and illumination changes.
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Figure 3: Retrieval comparison with AIM [26] on LTCC. For
each query (left), the top-5 gallery results are shown from left
to right. Green boxes indicate correct matches and red boxes
indicate incorrect ones.

Figure 4: Comparison of the Grad-CAM results with AIM
[26], a representative study for removing clothing information,
showing that our method activates more identity-discriminative
clothing regions as well as identity regions.

Fig. 4 compares Grad-CAM activation maps of the
proposed method and AIM [26], a clothing-agnostic ap-
proach with publicly available code. While AIM mainly
highlights identity regions, our method also attends to
identity-discriminative clothing regions learned via feature-
level mixing.

As illustrated in Fig. 5, the proposed Feature Mix Mod-
ule generates three types of mixed representations whose
distributions are visualized by t-SNE on the LTCC training
set. For each identity, the Positive Mix (PM) produces di-
verse mixed samples around the original features, resulting
in denser and more compact ID clusters compared to the
baseline without mixing. In contrast, the Negative Mix (NM)
synthesizes features that lie in the transitional regions be-
tween different identities, effectively acting as hard negatives
near the decision boundaries. Consequently, our module
simultaneously reduces intra-ID variance and enlarges inter-
ID margins, leading to more discriminative representations
under clothing changes.

Figure 5: t-SNE visualization of feature distributions for the
baseline and our proposed method, different colors indicate
person identities.

5. CONCLUSION
In this paper, we propose a novel Contrastive Feature

Mix Model that integrates identity and identity-dependent
clothing features through three key components: (1) an
identity-clothing feature extractor with a shared-to-separate
structure, (2) a Feature Mix Module comprising positive,
identical, and negative mixes to enhance the learning of
robust representations against clothing variations, and (3)
a Contrastive Mix Loss that applies targeted pull–push
operations to mitigate identity and clothing biases, thereby
improving person re-identification performance under di-
verse appearance changes. We evaluate the performance
of our method against several recent approaches using
mAP and Rank-1 metrics on the PRCC and LTCC datasets
and provide a detailed analysis of each module’s results.
The experimental findings demonstrate the effectiveness of
our proposed integration of identity and clothing features,
outperforming the state-of-the-art methods.
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